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ARTICLE INFO ABSTRACT 

Received:  10/02/2026 Colorectal cancer (CRC) remains one of the leading causes of cancer-

related mortality worldwide, with early detection of polyps during 

colonoscopy being critical for prevention. Existing computer-aided 

detection (CADe) systems based on deep learning achieve promising 

accuracy but suffer from high false positive rates and lack the ability to 

generate interpretable clinical reports. In this paper, we propose a novel 

Multimodal Large Language Model (MLLM) framework that integrates 

YOLOv8n-seg for real-time instance segmentation with Qwen2.5-1.5B 

for medical report generation via LLaVA-style prefix injection. Our key 

contribution is the Negative Vector Database (NegDB), an adaptive false 

positive suppression mechanism that leverages FAISS cosine similarity 

search on masked-ROI embeddings to learn from doctor feedback in real-

time. Unlike conventional approaches that store whole-frame 

embeddings, our method encodes only the segmentation-masked region 

of interest, achieving more precise false positive identification. The 

system further incorporates a voice-controlled clinical workflow using 

Web Speech API, enabling hands-free operation during endoscopic 

procedures. Experimental results on the Kvasir-SEG and CVC-ClinicDB 

datasets demonstrate that our proposed pipeline achieves a precision of 

91,2%, recall of 86,4%, and F1-score of 88,7%, outperforming the 

YOLOv8n-seg baseline by 9,2%, 8,4%, and 8,7% respectively. The 

Negative Vector Database reduces the false positive rate from 18,3% to 

4,1% after 50 doctor feedback iterations, demonstrating effective online 

learning capability. The complete system operates at 28 FPS on a single 

NVIDIA RTX 3060 (12GB), meeting real-time clinical requirements. 
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1. INTRODUCTION 

Colorectal cancer (CRC) is the third most common cancer and the second leading cause of 

cancer-related deaths globally, accounting for approximately 1,9 million new cases and 935,000 

deaths annually. Colonoscopy with polypectomy has been established as the gold standard for CRC 

screening and prevention, with studies showing a 53% reduction in CRC mortality when polyps are 

detected and removed early. However, the polyp miss rate during routine colonoscopy remains 

alarmingly high, ranging from 6% to 27% depending on polyp size and morphology, highlighting 

the urgent need for computer-aided detection (CADe) systems. 
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Recent advances in deep learning have produced increasingly effective polyp detection 

models. YOLO-based architectures have demonstrated remarkable real-time detection capabilities, 

while specialized segmentation networks such as PraNet, SANet, and Polyp-PVT achieve state-of-

the-art segmentation accuracy. However, these systems share two fundamental limitations: (1) they 

generate only bounding boxes or segmentation masks without interpretable clinical context, and (2) 

they exhibit persistent false positive detections that erode physician trust over time. 

The emergence of Multimodal Large Language Models (MLLMs) such as GPT-4V, 

LLaVA, and domain-specific variants like LLaVA-Med has opened new possibilities for bridging 

visual perception and natural language understanding in medical imaging. These models can 

potentially generate structured clinical reports from visual inputs, providing interpretable diagnostic 

support. However, directly applying general-purpose MLLMs to real-time endoscopy faces 

significant challenges: (1) computational overhead that prevents real-time inference, (2) 

hallucination of clinical features not present in the image, and (3) inability to adapt to individual 

physician preferences and clinical environments. 

In this paper, we propose a comprehensive MLLM framework that addresses these 

challenges through three key contributions: 

o YOLO-MLLM Fusion Architecture: We introduce a lightweight multimodal 

architecture that combines YOLOv8n-seg [5] for real-time instance segmentation with Qwen2.5-

1.5B for clinical report generation. Visual features from the frozen YOLO backbone are projected 

into the LLM embedding space via a 2-layer MLP projector, following the LLaVA-style prefix 

injection paradigm. The LLM is fine-tuned using 4-bit QLoRA [13] to enable deployment on 

consumer-grade GPUs (12GB VRAM). 

o Negative Vector Database (NegDB): We propose a novel adaptive false positive 

suppression mechanism that stores embeddings of doctor-rejected detections in a FAISS index. 

Unlike prior negative mining approaches that operate on whole-frame features, our method encodes 

only the masked region of interest (ROI), enabling precise identification of recurring false positives. 

A three-tier similarity threshold system (suppress, recheck, new) provides graduated confidence 

levels for clinical decision support. 

o Voice-Controlled Clinical Workflow: We design a complete clinical integration 

pipeline with auto-freeze on detection, voice command control via Web Speech API, and real-time 

feedback loops that continuously improve the system through physician interaction. 

The remainder of this paper is organized as follows: Section II reviews related work. Section 

III presents the proposed methodology in detail. Section IV describes the experimental setup and 

results. Section V concludes the paper with future directions. 

2. RELATED WORKS 

2.1. Deep Learning for Polyp Detection and Segmentation 

Polyp detection using deep learning has evolved rapidly from classification-based 

approaches to end-to-end detection and segmentation systems. The U-Net architecture and its 

variants established the foundation for medical image segmentation, achieving pixel-level 

delineation of polyp boundaries. Subsequent works introduced attention mechanisms and multi-

scale feature fusion to improve performance. PraNet proposed parallel reverse attention for accurate 

polyp segmentation, achieving a Dice score of 0.898 on the Kvasir-SEG dataset. SANet introduced 

shallow attention modules for better boundary prediction. More recently, Polyp-PVT  leveraged 

Pyramid Vision Transformer features for polyp segmentation, achieving state-of-the-art results. 



 SCIENTIFIC JOURNAL OF TAN TRAO    Volume 12, Issue 2 (April, 2026) 
 

43 
 
Email: sjttu@tqu.edu.vn 

 

For real-time detection, YOLO-based architectures have gained significant traction. 

YOLOv5 demonstrated the feasibility of real-time polyp detection at 30+ FPS. YOLOv8 further 

improved accuracy with its anchor-free detection head and instance segmentation capability 

(YOLOv8-seg). YOLO-based systems offer the advantage of simultaneous detection and 

segmentation in a single forward pass, making them ideal candidates for real-time CADe systems. 

However, these models provide only geometric outputs (bounding boxes, masks, confidence scores) 

without clinical interpretation. 

2.2. Multimodal Large Language Models in Medical Imaging 

The integration of vision and language models has led to the development of MLLMs 

capable of understanding and reasoning about visual inputs. LLaVA [10] pioneered the visual 

instruction tuning paradigm, using a simple MLP projector to connect a vision encoder (CLIP ViT-

L) with a language model (Vicuna). This approach demonstrated that effective multimodal 

reasoning can be achieved without complex cross-attention mechanisms, instead relying on prefix 

injection where visual tokens are prepended to text embeddings. 

In the medical domain, LLaVA-Med [11] adapted this framework using biomedical image-

text pairs from PubMed Central, achieving competitive performance on medical VQA benchmarks. 

Med-PaLM M scaled multimodal medical reasoning to multiple tasks including radiology report 

generation. MedVInT proposed visual instruction tuning specifically for medical image 

understanding. However, these models typically require large-scale compute infrastructure and are 

not designed for real-time clinical deployment. 

Our work differs from existing medical MLLMs in several aspects: (1) we use YOLO as the 

vision encoder instead of CLIP, directly leveraging detection-specific features; (2) we employ 

Qwen2.5-1.5B as a lightweight LLM backbone with 4-bit quantization for edge deployment; and 

(3) we integrate a Negative Vector Database for adaptive false positive suppression, a capability 

absent from prior MLLMs. 

2.3. Negative Mining and False Positive Suppression 

Hard negative mining has been extensively studied in metric learning and object detection. 

In the context of face recognition, Schroff et al. proposed triplet loss with semi-hard negative 

mining to learn discriminative embeddings. For object detection, the focal loss addresses class 

imbalance by down-weighting easy negatives. Online Hard Example Mining (OHEM) selects the 

hardest negatives for training. 

In medical imaging, false positive reduction is typically addressed through cascaded 

classifiers or post-processing heuristics. However, these methods are static and do not adapt to 

individual clinical environments. Our Negative Vector Database introduces a dynamic, feedback-

driven approach where the system learns from physician corrections in real-time, progressively 

reducing false positives specific to the operating environment. 

FAISS (Facebook AI Similarity Search) provides efficient similarity search infrastructure 

for dense vector retrieval. We leverage FAISS IndexFlatIP (inner product, equivalent to cosine 

similarity on L2-normalized vectors) for sub-millisecond nearest neighbor search in the negative 

embedding space. 
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2.4. Voice-Controlled Medical Systems 

Hands-free interaction in surgical and endoscopic settings has been explored using speech 

recognition. Early systems used keyword spotting for instrument control. Recent advances in 

automatic speech recognition (ASR), particularly Whisper and cloud-based services like Google 

Speech API, have enabled more natural voice interaction. Our system uses the Web Speech API 

running client-side in the browser, achieving sub-second latency for command recognition in 

Vietnamese. 

3. PROPOSED METHODOLOGY 

3.1. System Overview 

The proposed system consists of five main components operating in a unified pipeline, as 

illustrated in Fig. 1: 

 1. YOLOv8n-seg for real-time polyp detection and instance segmentation 

 2. Masked ROI Builder for isolating detected regions 

 3. YOLO Encoder + MLP Projector for generating 1536-dimensional embeddings 

 4. Negative Vector Database (FAISS) for adaptive false positive suppression 

    5. LLM Report Generator (Qwen2.5-1.5B local + Groq LLaMA API) for medical report 

generation 

Figure 1: Overall system architecture of the proposed YOLO-MLLM endoscopy diagnostic 

pipeline 

The pipeline processes each video frame through YOLO for detection. Detected regions are 

isolated using segmentation masks, encoded into embedding vectors, and checked against the 

Negative Vector Database. Based on the similarity score, the system either suppresses the detection 

(known false positive), requests physician recheck, or proceeds to generate a clinical report. The 

physician provides feedback through voice commands or UI buttons, which updates the Negative 

Database for future frames. 

3.2. MLLM Fusion Architecture 
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Our MLLM fusion follows the LLaVA-style prefix injection paradigm [10], adapted for 

endoscopy-specific features. The architecture consists of three sub-modules: Vision Encoder, MLP 

Projector, and Language Model. 

Vision Encoder. We extract intermediate features from the YOLOv8n-seg backbone (layers 

0–9), which is frozen during MLLM training. Given an input image , the backbone 

produces a feature map . We flatten the spatial dimensions and permute to obtain 

visual tokens: 

 

where is the number of visual tokens (typically 400 for YOLOv8n with 

640×640 input). 

Figure 2: MLLM fusion architecture showing the Vision Branch (YOLO encoder + MLP 

projector) and Language Branch (Qwen2.5-1.5B) connected via LLaVA-style prefix injection 

MLP Projector. The visual tokens are projected from the YOLO feature dimension (256) to 

the LLM embedding dimension (1536) using a 2-layer MLP with GELU activation: 

 

where , , and . 

Language Model. We use Qwen2.5-1.5B [12] as the language backbone, loaded with 4-bit 

NF4 quantization via BitsAndBytes [26] and fine-tuned with LoRA [13] (rank=16, α=32, 

dropout=0.05) applied to attention projection layers ( ). The text prompt is 

tokenized and embedded: 
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Prefix Injection. Visual and text embeddings are concatenated along the sequence dimension: 

 

The combined sequence is fed to Qwen2.5-1.5B, which attends to both visual and text 

tokens through its self-attention mechanism. During training, we compute causal language 

modeling loss only on answer tokens, masking visual tokens and prompt tokens with label=-100. 

Table 1: MLLM Architecture Configuration 

Component Specification 

Vision Encoder YOLOv8n-seg Backbone (layers 0-9), frozen 

Visual Token Dim 256 → 1536 (via MLP Projector) 

MLP Projector 2-layer MLP with GELU, ~590k params 

LLM Backbone Qwen2.5-1.5B (1.5B parameters) 

Quantization 4-bit NF4 with double quantization 

LoRA Config r=16, α=32, dropout=0.05 

LoRA Targets qproj, kproj, vproj, oproj 

Trainable Params ~4.7M (0.31% of total) 

Input Resolution/GPU 640 × 640 | ~8,2GB (inference) 

3.3. Negative Vector Database 

The Negative Vector Database (NegDB) is our proposed mechanism for adaptive false 

positive suppression. Unlike conventional post-processing filters, the NegDB learns from physician 

feedback in real-time, progressively improving detection specificity for each clinical environment. 

Motivation. Our initial design stored whole-frame embeddings, which proved ineffective 

because background structures and frame composition dominated the embedding, causing unrelated 

frames to trigger false suppressions. The redesigned approach encodes only the masked ROI—the 

specific region within the segmentation mask-ensuring that similarity comparisons focus 

exclusively on the detected lesion morphology. 

Figure 3: Negative Vector Database mechanism showing masked ROI extraction, embedding 

generation, and three-tier similarity decision 
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Masked ROI Extraction. For each YOLO detection with confidence ≥ 0.60, we: 

 -  Generate a binary mask from the segmentation polygon. 

 - Crop the bounding box region with 15% margin on each side. 

 - Zero out all pixels outside the segmentation mask. 

 - Resize the masked crop to 640 × 640. 

This isolation ensures the embedding captures only the detected object's visual features 

without background contamination. 

Embedding Generation. The masked ROI image is processed through the YOLO encoder 

backbone and MLP projector to produce a 1536-dimensional vector: 

 

The embedding is L2-normalized before storage and comparison. 

Three-Tier Similarity Decision. Given a new detection embedding , we search the 

FAISS IndexFlatIP for the nearest neighbor and compute cosine similarity : 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 4: Doctor feedback loop and voice-controlled clinical workflow with auto-freeze mechanism 

Metadata Storage. Each negative entry stores: frame_hash, bounding box coordinates, 

confidence score, spatial location, estimated size, class label, rejection reason, timestamp, and 

embedding_source tag (“masked_roi”).  
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D. Voice-Controlled Clinical Workflow 

The clinical workflow is designed for hands-free operation during endoscopic procedures, as 

shown in Figure. 4. 

 The workflow operates as follows: 

 1. Continuous Monitoring: YOLO processes each video frame in real-time 

 2. Auto-Freeze: When a polyp is detected (confidence ≥ 0.60) and not suppressed by NegDB, 

the video automatically freezes for physician review 

 3. Doctor Decision: The physician reviews the frozen frame and issues a command: 

✓ “Correct” → System generates a medical report via Groq LLaMA API. 

✓ “Incorrect” → System saves the masked ROI embedding to NegDB for future suppression. 

✓ “Continue” → System resumes video without action. 

✓ “Undo” → System removes the most recently added negative entry. 

 4. Voice Pipeline: Commands are captured via Web Speech API (client-side STT), with 1.5-

second debounce to prevent duplicate commands. Interim results are processed for sub-second 

response time. 

E. Medical Report Generation 

Report generation follows a conservative, evidence-based approach. When the physician 

confirms a detection (“Correct”), structured data from YOLO is sent to the Groq LLaMA-3.1-8B API: 

The report generator enforces strict safety rules: 

✓ Only reference data available from YOLO output (class, confidence, location, size, area 

percentage) 

✓ Never hallucinate surface characteristics, vasculature, Paris classification, or malignancy risk 

✓ Include “insufficient evidence” disclaimers when data is lacking 

✓ Provide a template-based fallback if the API is unavailable 

F. Training Strategy 

Training proceeds in two stages: 

Stage 1 - Projector Alignment (30 epochs): Freeze YOLO backbone and Qwen LLM. Train 

only the MLP projector with learning rate . This aligns visual features with the LLM 

embedding space. 

Stage 2 - LLM Fine-tuning (30 epochs): Freeze YOLO backbone. Unfreeze Qwen LoRA 

adapters. Train projector + LoRA with learning rate . This enables the LLM to generate 

domain-specific medical descriptions. 

4. RESEARCH RESULTS 

4.1. Datasets 

We evaluate our system on two widely-used polyp detection benchmarks: 
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Kvasir-SEG [27]: 1,000 polyp images with pixel-level ground truth segmentation masks, 

collected from routine colonoscopy examinations at Vestre Viken Health Trust, Norway. 

CVC-ClinicDB [28]: 612 frames extracted from 29 colonoscopy video sequences, with 

corresponding ground truth polyp masks. 

Data is split into 80% training, 10% validation, and 10% testing, converted to YOLO 

segmentation annotation format. 

4.2. Implementation Details 

All experiments are conducted on a single NVIDIA GeForce RTX 3060 (12GB VRAM) 

running Ubuntu Linux. The system uses PyTorch 2.1, Ultralytics YOLOv8, Hugging Face 

Transformers 4.40, PEFT 0.10, and FAISS-GPU. The backend is built with FastAPI, and the 

frontend uses HTML5/JavaScript with Web Speech API for voice control. 

4.3. Detection Performance Comparison 

Our proposed method achieves the highest precision (91,2%) and F1-score (88,7%) among 

all compared methods. While PraNet and Polyp-PVT achieve competitive segmentation quality, 

they do not provide real-time inference or clinical report generation capabilities. Our system 

maintains 28 FPS, sufficient for real-time endoscopy at standard 30 FPS video input. (table 2) 

Table 2: Comparison with State-of-the-Art Polyp Detection Methods on Kvasir-SEG 

Method Precision Recall F1-Score mAP@50 
mAP@50

:95 
FPS 

U-Net [15] 0,812 0,768 0,789 0,741 0,502 12 

PraNet [6] 0,871 0,84 0,855 0,823 0,614 18 

Polyp-PVT [8] 0,889 0,856 0,872 0,845 0,638 15 

YOLOv8n-seg [5] 0,82 0,78 0,8 0,762 0,531 45 

YOLOv8s-seg [5] 0,851 0,811 0,831 0,798 0,567 35 

YOLO + LLM (no 

NegDB) 
0,852 0,801 0,826 0,791 0,558 32 

Proposed (Full 

Pipeline) 
0,912 0,864 0,887 0,851 0,643 28 

Table 3: Ablation Study on Component Contributions 

Configuration Precision Recall F1 FPR (%) 

YOLOv8n-seg only 0,82 0,78 0,8 18,3 

+ MLP Projector (1-layer) 0,838 0,789 0,813 16,1 

+ MLP Projector (2-layer) 0,852 0,801 0,826 14,8 

+ NegDB (whole-frame embed) 0,874 0,819 0,846 11,2 

+ NegDB (masked-ROI embed) 0,901 0,852 0,876 6,7 

+ LoRA fine-tuning 0,908 0,86 0,883 5,3 
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Full pipeline 0,912 0,864 0,887 4,1 

   Key observations from the ablation study: 

The 2-layer MLP projector outperforms the 1-layer variant by 1,3% F1-score, justifying the 

additional GELU non-linearity. 

Masked-ROI embedding provides 4,5% lower FPR compared to whole-frame embedding, 

validating our design choice. 

LoRA fine-tuning adds 0,7% F1-score improvement through domain adaptation. The 

NegDB demonstrates consistent FPR reduction as more doctor feedback is accumulated. 

Note that the number of stored vectors is less than the number of iterations because some 

feedback confirms true positives (which are not stored). After 50 iterations, the FPR drops 

by 77,6%, from 18,3% to 4,1%. 

 

Figure 5: Experimental results showing (top) performance comparison across methods and (bottom) 

false positive rate reduction over doctor feedback iterations. 

Table 4: False Positive Rate Reduction Over Doctor Feedback Iterations 

Feedback Iterations NegDB Vectors 
FPR 

(%) 
FPR Reduction 

0 (baseline) 0 18,3 — 

10 10 12,1 33,90% 

20 20 8,4 54,10% 

30 28 6,2 66,10% 
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40 35 5,1 72,10% 

50 42 4,1 77,60% 

5. CONCLUSION AND FUTURE DEVELOPMENT 

5.1. Conclusion 

In this paper, we presented a real-time Multimodal Large Language Model framework for 

endoscopic polyp detection that integrates YOLOv8n-seg with Qwen2.5-1.5B through LLaVA-style 

prefix injection. Our key innovation, the Negative Vector Database, provides adaptive false positive 

suppression by learning from physician feedback using masked-ROI embeddings stored in a FAISS 

index. Experimental results demonstrate that the proposed pipeline achieves 91,2% precision and 

88,7% F1-score on Kvasir-SEG, while reducing false positive rates by 77,6% through online 

learning from just 50 doctor interactions. The system operates at 28 FPS on a single RTX 3060, 

meeting real-time clinical requirements. The voice-controlled workflow enables hands-free 

operation, facilitating seamless integration into endoscopic procedures. 

5,2. Future Work 

Several directions remain for future investigation: 

Multi-class detection: Extending beyond binary polyp detection to multi-class lesion 

classification (hyperplastic, adenomatous, serrated, etc.) 

Calibrated size estimation: Integrating endoscope calibration data for accurate physical size 

measurements instead of pixel-based approximations 

Federated NegDB: Sharing anonymized negative embeddings across clinical sites to 

accelerate false positive learning without exposing patient data 

Video temporal modeling: Incorporating temporal context from consecutive frames to 

reduce detection flickering and improve consistency 

Clinical validation: Conducting prospective clinical trials to validate the system's impact on 

polyp detection rates and physician workflow efficiency 
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